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Curriculum Overview 
Day 1: Simple Prototyping 

●​ Agentic AI Prototyping 
●​ Prompt/Context Engineering  
●​ Evals I: Vibe Checking & LLM-as-a-Judge 

 
Day 2: Retrieval Augmented Generation 

●​ The RAG Pattern 
●​ Advanced Retrieval Techniques 
●​ Evals II: Synthetic Data Generation (SDG) + RAG Assessment 
●​ Agentic RAG 

 
Day 3: Agents 

●​ Agents & Harnesses 
●​ Agent Memory 
●​ Multi-Agent Systems 
●​ Evals III: SDG + Agent Simulation 
●​ Agent Skills vs. Model Context Protocol 

 
Day 4: Advanced Prototyping 

●​ Voice Activity 
●​ Prompt Optimization 
●​ Graph RAG 
●​ Deep Research 
●​ Guardrails 

 
Day 5: LLMs in Production 

●​ Really Big Transformers 
●​ Evals IV: LLMs 
●​ Training, Tuning, and Aligning LLMs 
●​ Serving LLMs 
●​ Building Successful Products 

 
Day 6: Executive Showcase 

●​ Curriculum Wrap 
●​ Rehearsals 
●​ Demos 
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Day 1: Simple Prototyping 
Culminates in: 10-minute pitches: problem, product vision, at least 2 different group prototypes 
 
🎯 Goals 

●​ 🧑‍💻Engineering: Dev env setup, E2E stack, simple evals, prompt engineering 
●​ 💼Product: PoC → MVP → Production, “Concrete” ideas, product visions, UIs 
●​ 🧑‍🤝‍🧑Group Project: Pitches w/ problem, proposed solution, and prompted prototypes  

 
📚 Learning Outcomes 

●​ 🗺️Overview of the AI Challenge Lab and what you will learn 
●​ 🤖Edge: Understand how Product & Engineering are evolving in the age of AI 
●​ 💼Product: Learn how leading VCs make concrete problems worth solving into products 
●​ 🧑‍💻Learn key components of an AI Engineer's interactive development environments 
●​ 🧑‍💻Understand the end-to-end prototyping stack we will use throughout the program 
●​ 🧑‍💻Understand how to perform simple evals 
●​ 🧑‍💻Understand the essential patterns of prompt engineering 

 
💻 Activities 

●​ 💼Articulate a problem worth solving with your group 
●​ 💼Understand how to articulate a product vision 
●​ 💼Map where your solution will require vibe checks and systematic evals 
●​ 💼Draw out the perfect frontend UI options 
●​ 💼Pitches (end of day) 
●​ 🧑‍💻Set up interactive development environments 
●​ 🧑‍💻Build The Morgan Stanley AI Engineer Challenge in your dev environment 
●​ 🧑‍💻Run prompting best-practices notebook in dev environment 
●​ 🧑‍💻Run LLM-as-a-judge evals and vibe checks notebook in dev environment 
●​ 🧑‍💻Build multiple examples of use case prototypes with prompting alone; assess 

performance 
 
📜 Recommended Reading 

●​ Chain of Thought (Jan 2022) (Topic: Prompting/Evals) 
●​ Self-Refine (Mar 2023) (Topic: Prompting/Evals) 
●​ The LLM Application Stack (June 2023) (Topic: Prototyping) 

 
 

https://arxiv.org/abs/2201.11903
https://arxiv.org/abs/2303.17651
https://a16z.com/emerging-architectures-for-llm-applications/
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Day 2: Retrieval Augmented Generation 
Culminates in: 5-minute presentations: data-processing pipelines, RAG infrastructure diagrams 
 
🎯Goals 

●​ 🧑‍💻 Engineering: RAG, Advanced Retrieval, Evals II: Synthetic Data Generation & RAG 
Assessment, Agentic RAG 

●​ 💼 Product: product sense, user empathy, customer development, learn startup 
●​ 🧑‍🤝‍🧑 Group Project: Present data processing pipelines and infrastructure diagrams 

 
📚Learning Outcomes 

●​ 💼 Learn why product sense and user empathy are important 
●​ 💼 Identify users and email them a demo of your app, asking for feedback 
●​ 🤖 Understand RAG as Dense Vector Retrieval + In-Context Learning 
●​ 🤖 Learn to leverage Synthetic Data Generation (SDG) for systematic evaluation 
●​ 🤖 Learn the best-practice metrics for systematic RAG assessment 
●​ 🤖 Understand how to enhance retrieval with metadata RAG applications 
●​ 🤖 Understand what makes RAG different from Agentic RAG 

 
💻Activities 

●​ 💼 Determine if your solution requires RAG 
●​ 💼 Draw your solution's data pipeline with relevant extraction/enhancement steps  
●​ 💼 Draw your solution's infrastructure diagram with relevant retrieval techniques  
●​ 🧑‍💻 Build a RAG application using LangChain 
●​ 🧑‍💻 Explore advanced retrieval techniques using LangChain 
●​ 🧑‍💻 Systematically improve a RAG application using RAG Assessment 
●​ 🧑‍💻 Build RAG into your use case using LangChain 

 
📜Recommended Reading 

●​ Word2Vec (Jan 2013) (Topic: Embeddings) 
●​ RAG (May 2020) (Topic: RAG) 
●​ 12-Factor Agents (June 2025) (Topic: Context Engineering) 
●​ Philosophy, by LangChain (Topic: Applications with LLMs) 
●​ BM25 (2009) (Topic: Classic Information Retrieval) 
●​ Reciprocal Rank Fusion (2009) (Topic: Classic Information Retrieval) 
●​ Lessons from Improving AI Applications (May 2025) (Topic: Evals) 
●​ In Defense of Evals (Sep 2025) (Topic: Evals) 
●​ The Customer Development Methodology 
●​ Why product sense is the only skill that will matter in the AI age (March 2026) 

https://arxiv.org/abs/1301.3781
https://arxiv.org/abs/2005.11401
https://github.com/humanlayer/12-factor-agents/blob/main/content/factor-03-own-your-context-window.md
https://docs.langchain.com/oss/python/langchain/philosophy
https://www.nowpublishers.com/article/Details/INR-019
https://plg.uwaterloo.ca/~gvcormac/cormacksigir09-rrf.pdf
https://vibrantlabs.com/blog/hard-earned-lessons-from-2-years-of-improving-ai-applications
https://www.sh-reya.com/blog/in-defense-ai-evals/
https://innovation.ucsd.edu/startup/startup-toolkit/Steve-Blank-CustDev.pdf
https://shreyasdoshi.substack.com/p/why-product-sense-is-the-only-product
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Day 3: Agents 
Culminates in: 10-minute pitches: problem/audience, agent solution, infra, remaining work 
 
🎯Goals 
 

●​ 🧑‍💻 Engineering: Agents, Harnesses, Memory, Multi-Agent Systems, Evals III: SDG + 
Agent Simulation, Skills, Model Context Protocol  

●​ 🧑‍🤝‍🧑 Group Project: Full 10-minute pitches with Agentic Prototype/Infrastructure 
 
📚Learning Outcomes 

●​ 🤖 Understand what an agent is and how it uses tools with 
●​ 🤖 Understand agent harnesses and scaffolds, and their role in agentic systems  
●​ 🤖 Understand agent memory and the different types 
●​ 🤖 Understand Agent Skills vs. MCP servers  
●​ 🤖 Understand multi-agent systems and common design patterns 
●​ 🤖 Learn to leverage Synthetic Data Generation (SDG) for your evals 

 
💻Activities 
 

●​ 💼 Map where your solution will require systematic evals vs. vibe checks 
●​ 💼 Draw your solution's infrastructure diagram with agents, tools, and harness 
●​ 💼 Identify users and email them a demo of your app, asking for feedback 
●​ 🧑‍💻 Build a simple agent using both LangChain’s create_agent or LangGraph 
●​ 🧑‍💻 Build the same agent using LangGraph 
●​ 🧑‍💻 Implement SDG to simulate agent trajectories for evaluation 
●​ 🧑‍💻 Build a multi-agent report generator with LangGraph 
●​ 🧑‍💻 Demonstrate the subtle differences between skills, sub-agents, MCP, and tools 

 
📜Recommended Reading 
 

●​ Context engineering in agents, by LangChain (Topic: Context Engineering) 
●​ Thinking in LangGraph, by LangGraph (Topic: Product meets Engineering) 
●​ Model Context Protocol (Nov 2024) (Topic: MCP) 
●​ Agent Skills (Oct 2025) (Topic: Skills) 
●​ Deep Agents Overview, by LangChain (Topic: Agent Harnesses) 
●​ Effective Harnesses for Long-Running Agents (Topic: Agent Harnesses) 
●​ Harness Design for Long-Running Agents (Topic: Agent Harnesses)  

https://docs.langchain.com/oss/python/langchain/context-engineering
https://docs.langchain.com/oss/python/langgraph/thinking-in-langgraph
https://www.anthropic.com/news/model-context-protocol
https://claude.com/blog/skills
https://docs.langchain.com/oss/python/deepagents/overview
https://www.anthropic.com/engineering/effective-harnesses-for-long-running-agents
https://www.anthropic.com/engineering/harness-design-long-running-apps
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Day 4: Advanced Prototyping 
Culminates in: n/a … today is about everyone running notebooks and/or assessing if each 
advanced technology is worth incorporating into their project​
 
🎯Goals 
 

●​ 🧑‍💻 Engineering: Voice Agents, Prompt Optimization, GraphRAG, Deep Research, 
Guardrails 

●​ 💼 Product: product-market fit 
●​ 🧑‍🤝‍🧑 Group Project: assess if advanced technologies should be included in the prototype 

 
📚 Learning Outcomes 
 

●​ 💼 Product: How to define product-market fit for your application 
●​ 🤖 Get exposure to Text-to-Speech and Speech-to-Text voice models 
●​ 🤖 Understand prompt optimization techniques 
●​ 🤖 Understand the tradeoffs between traditional retrieval vs. graph-based approaches 
●​ 🤖 Learn key lessons from the industry adoption of Deep Research tooling 
●​ 🤖 Understand guardrails how to use off-the-shelf models to implement them 

 
💻 Activities 
 

●​ 💼 Evaluate your product against PMF frameworks 
●​ 💼 Identify where you might add voice for your users 
●​ 💼 Identify which prompts in your solution can be optimized 
●​ 💼 Identify where you might test graph approaches 
●​ 💼 Identify where you might test Deep Research multi-agent approaches 
●​ 🧑‍💻 Run prompt optimization with DSPy 
●​ 🧑‍💻 Build a GraphRAG solution and assess tradeoffs vs. traditional RAG 
●​ 🧑‍💻 Unroll OSS Deep Research from LangGraph 
●​ 🧑‍💻 Implement off-the-shelf guardrails 

 
📜 Recommended Reading 
 

●​ DSPy: Compiling Declarative Language Model Calls (Oct 2023) (Topic: Prompt Opt) 
●​ How we built our multi-agent research system, (June 2025) (Topic: Deep Research) 
●​ Learning the Bitter Lesson (July 2025) (Topic: Deep Research) 
●​ The AI Guardrails Index (Feb 2025) (Topic: Guardrails) 
●​ The Product-Market Fit Framework (Topic: PMF) 

 

https://arxiv.org/abs/2310.03714
https://www.anthropic.com/engineering/multi-agent-research-system
https://rlancemartin.github.io/2025/07/30/bitter_lesson/
https://www.guardrailsai.com/blog/introducing-the-ai-guardrails-index
https://pmarchive.com/guide_to_startups_part4.html
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Day 5: LLMs in Production 
Culminates in: 5-minute presentations from each group on what remains to be solved so that 
their application can make it to production 
 
🎯Goals 
 

●​ 🧑‍💻 Engineering: Transformers, Evals IV: LLMs, Training, Tuning, and Aligning LLMs,  
Serving LLMs, Building Successful Products 

●​ 💼 Product:  
●​ 🧑‍🤝‍🧑 Group Project: Present what your team has identified as the most important unsolved 

problems that must be confronted before deploying to production 
 
📚Learning Outcomes 

 
●​ 🤖 Understand the reality of the build vs. buy dilemma 
●​ 🤖 Get an idea of the history from AI to Data Science/ML to LLMs 
●​ 🤖 Understand the transformer, attention, embeddings, next-token prediction, 

pretraining, fine-tuning, and alignment  
●​ 🤖 Understand the role of reasoning in LLMs in production (e.g., Agents) 
●​ 🤖 Understand how to choose the best models today 
●​ 🤖 Learn how models are evaluated 
●​ 🤖 Understand when to choose open-source over closed-source 

 
💻Activities 
 

●​ 💼Prepare and rehearse Demo Day presentations 
●​ 🧑‍💻 Train a tiny model from scratch 
●​ 🧑‍💻 Fine-tune a small model to talk like a banker 
●​ 🧑‍💻 Use alignment techniques to make a small model better at financial reasoning  
●​ 🧑‍💻 Additional activities 

 
📜Recommended Reading 
 

●​ Attention Is All You Need (Topic: LLMs) 
●​ LLMs in Production, by Christopher Brousseau 

 
 

https://arxiv.org/abs/1706.03762
https://www.barnesandnoble.com/w/llms-in-production-christopher-brousseau/1145881566?ean=9781633437203
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Day 6: Executive Showcase  
Goal: Get everyone prepared to present live to stakeholders! 
 

Time (Hrs) Activity Description 
0.25 hrs Instructor-led Lecture Topic: Quick intro to Demo Day! 
0.75 hrs Pod AVL checks Check audio, screenshare, and switching 

between team members 
2.0 hrs Capstone Project 

Rehearsals 
10 min presentations x 10; 20 minute buffer 

0.25 hrs Executive Showcase 
introduction 

Topic: Introduction, Curriculum/Journey 
Overview, Judge Introductions 

2.5 hrs Project Showcase 
presentations 

10 presentations x 10 minutes / 5 min QA 
period 

0.25 hrs Executive Showcase 
Conclusions 

Judge reflections, decisions/awards? 
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